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THE PYTHONIC WAY

FORECASTING

PRINCIPLES AND PRACTICE,

REVIEWED BY JIM HOOVER

re you a forecasting practitioner

who primarily uses Python?
Or are you considering a transi-
tion from R to Python but waiting
for the right set of tools? If so,
Forecasting: Principles and Practice,
the Pythonic Way is an excellent
resource worth your attention. The book
won’t take up much room on your book-
shelf either, since it’s freely available on-
line from oTexts at otexts.com/fpppy/.

The book is based on the classic text
Forecasting: Principles and Practice by Rob
J. Hyndman and George Athanasopoulos,
first published in 2013. This staple is
now in its third edition, available both
online and in print, and includes practical
examples in the R data science program-
ming language with associated packages.
While R is still widely used, the more com-
mon data science programming language
in business analytics today is Python. To
create a Python-based edition of their
book, Hyndman and Athanasopoulos
teamed up with three members of the
company Nixtla (Azul Garza, Cristian
Challu, and Kim Mergenthaler) along
with Kin Olivares from Amazon.

This new edition converts some of the
previous methods from R time series
forecasting libraries to Python. It also
introduces new artificial intelligence
forecasting capabilities and packages to
the practitioner’s toolbox. The book walks
students and practitioners through fore-
casting basics, and extends their under-
standing to include the latest methods.

TRANSITIONING
FROM RTO PYTHON

Both Rand Python are scriptinglanguages
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Forecasting: Principles and Practice, the
Pythonic Way by Rob J. Hyndman, George
Athanasopoulos, and colleagues

with similar concepts like packages or li-
braries that provide key functionality for
specific tasks and visualization methods.
The book has a helpful appendix about
using Python, and making the transistion
from R to Python should not be as diffi-
cult as one might expect.

Cautions remain, however, in utilizing
some of the open-source packages from
the partner company, Nixtla. In the pre-
vious R versions of this text, the pack-
ages were either written by the authors or
completely open source. As such, they did
not require the creation of an Application
Programming Interface (API) key and
account with an outside partner. In this
new Python edition, some of the Python
libraries used in the text do require those
steps. [ found that some of the Nixtla API
restrictions reduce the usefulness of these
chapters for instructors, and perhaps for
practitioners as well.

BOOK STRUCTURE AND FEATURES

The book’s second appendix contains
hyperlinks to all the datasets associated
with the code examples. You will need
to download these files to run any of the
code blocks successfully.

As in previous editions of this text, the
first several chapters walk the reader
through time series forecasting core con-
cepts. This is especially helpful for those
just learning about forecasting. These
concepts are explained using open-access
data sources and accompanied by easy-to-
understand graphics and plots. Of note
is that the plots in previous versions of
the book (generated in R) are now gener-
ated with a similar look in Python. For
all examples, the accompanying code for


https://otexts.com/fpppy/

forecasting methods and the associated
plots are provided in the text.

Figure 1 illustrates the code needed to
visualize a time series of the Australian
gross domestic product (GDP). Note the
code and the visualization of the time se-
ries are directly in the text, making it easy
to replicate in your Jupyter Notebook.

Code examples in the online book include
a clipboard icon in the upper right-hand
corner of the code block. This facilitates
copying the Python code into your own
Python script or Jupyter Notebook, mak-
ing it easy to run the code and replicate
the output. Throughout the book, the
authors explain not just the time series
forecasting methods, but also key librar-
ies and functions that are used to gener-
ate either the forecast or an output (such
as a plot).

The book covers the broad range of fore-
casting techniques and methods you
would expect. For readers of previous edi-
tions, the topics will be familiar and are
covered in the same depth as the R-based
versions.

ADVANCED TOPICS
AND Al FORECASTING

A significant feature of this edition is
that the authors have added chapters
on Neural Networks and Foundation
Forecasting Models — methods that are
difficult to implement in R but increas-
ingly relevant in practice. These two new
chapters reflect some of the latest ap-
proaches to forecasting. However, as pre-
vious articles in Foresight and elsewhere
have discussed, it isn’t always clear that
these more complex model types perform
better than some of the simpler model
types. Ongoing research continues to
evaluate the additional benefits and costs
of these latest methods.

The new chapters contain good prim-
ers about how artificial intelligence
(AI) methods work in general. They also
illustrate the use of several more com-
plex Python packages necessary to ac-
complish forecasting with Al methods.
Another benefit of the Al-based methods
themselves is that they can incorporate

Figure 1. An Image of the Code / Output Features in the
Online Book (Hyndman et al., 2025, Figure 3.1)

global_economy = pd.read_csv("../data/global_economy.csv")

df = global_economy.query('unique_id == "Australia"')[
["unique_id", "ds", "GDP", "Population"]

J.assign(y=lambda x: x["GDP"] / x["Population"])

plot_series(df, xlabel="Year [1Y]", ylabel="4$US", title="GDP per capita")
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explanatory variables separate from the
time series itself.

In these sections of the book the concepts
and the code become much more complex,
but the examples are generally easy to
follow. One example is the topic of hyper-
parameter optimization (also known as
hyperparameter tuning). While the book
describes this topic well at a high level,
entire courses on hyperparameter tuning
are taught given the topic’s complexity.

TECHNICAL CONSIDERATIONS

Code examples in the Neural Networks
and Foundation Forecasting Models
chapters did not initially run correctly
to completion. One reason was that the
packages utilized in these chapters re-
quire Python 3.10 or later to be installed.
Additionally, the libraries required to run
this code don’t work with Apple ARM
(i.e., Mac M1, M2, M3, M4) chipsets.

After setting up a Windows-based en-
vironment meeting the Python release
(3.10 or greater) requirement, I utilized
both Jupyter Notebook and the Visual
Studio Code (VS Code) Integrated
Development Environment (IDE) to test
the code. While the first few blocks of
code worked in the Windows environ-
ment, the Python kernel crashed multiple
times until I implemented a fix recom-
mended by following the GitHub Copilot.
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Figure 2. Environment Fix Code Recommendation

python

import os
os.environ["KMP_DUPLICATE_OK"] = "TRUE"

The fix was to include the block shown in
Figure 2 prior to setting up the libraries
associated with the two chapters.

After implementing this adjustment,
the rest of the code ran correctly. I
noted that the code blocks in these two
chapters aren’t as consistently well com-
mented. Also, the text introducing code
blocks (particularly in the Foundation
Forecasting Models chapter) doesn’t de-
scribe some of the actions that each block
is trying to accomplish. For example,
there isn’t a discussion about the hyper-
parameters for training the model and
there isn’t a discussion about important
issues like the horizon for training, what
the Epochs do, and how the output is
evaluated.

The chapter on Foundation Forecasting
Models is challenging for several reasons.
Foundation models are complex neural
networks that utilize transformer neural
networks to create output predictions.
(Transformers are the “T” in ChatGPT and
other large language models.) They should
be trained over very large datasets and re-
quire a long time to train. As mentioned
in the chapter, the use of these kinds of
models for time series forecasting is still
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in the early stages. However, it is nice to
have the topic covered in a forecasting
principles-and-practice  discussion. In
the book, the explanation and discus-
sion about the conceptual background
of transformers is detailed, but rap-
idly becomes very complex. Another text,
Deep Learning for Time Series Cookbook
(Cerqueira and Roque, 2024), includes
more thorough discussion.

The Foundation chapter also discusses
the fact that the transformer model il-
lustrated (TimeGPT) is offered by Nixtla
as a service using their API. While free for
students, academics, and researchers, you
cannot use a private email (e.g., a Google
email address) to sign up for the service.
You must have either an educational
email address (e.g., “.edu”) or a company
or organizational email address to cre-
ate an account and receive your API key.
Even with an academic email address, the
time you are permitted to use the API is
limited.

Final Thoughts

Although the concluding two chapters
needed more explanation and space, I
strongly recommend this book. The initial
chapters cover the same core topics as the
earlier R-based editions of Forecasting:
Principles and Practice. Seeing the code in
the most-used data science programming
language is likely to expose many more
students and practitioners to best meth-
ods in the language that they are required
to use at school or work. The code copying
capability in the online version is a great
help when trying out the code in your
own computer or cloud environment.
While I do have some concerns with the
two new chapters, if you have a Windows
computer or cloud environment, you can
see the latest Al methods applied to the
forecasting tasks. Plus, the price is right
for this free online textbook. I would
really like to have a printed copy for my
reference shelf.
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